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Breaking the carbon dimer: The challenges of multiple bond dissociation
with full configuration interaction quantum Monte Carlo methods
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The full configuration interaction quantum Monte Carlo (FCIQMC) method, as well as its “initia-
tor” extension (i-FCIQMC), is used to tackle the complex electronic structure of the carbon dimer
across the entire dissociation reaction coordinate, as a prototypical example of a strongly correlated
molecular system. Various basis sets of increasing size up to the large cc-pVQZ are used, spanning a
fully accessible N -electron basis of over 1012 Slater determinants, and the accuracy of the method is
demonstrated in each basis set. Convergence to the FCI limit is achieved in the largest basis with only
O[107] walkers within random errorbars of a few tenths of a millihartree across the binding curve,
and extensive comparisons to FCI, CCSD(T), MRCI, and CEEIS results are made where possible. A
detailed exposition of the convergence properties of the FCIQMC methods is provided, considering
convergence with elapsed imaginary time, number of walkers and size of the basis. Various sym-
metries which can be incorporated into the stochastic dynamic, beyond the standard abelian point
group symmetry and spin polarisation are also described. These can have significant benefit to the
computational effort of the calculations, as well as the ability to converge to various excited states.
The results presented demonstrate a new benchmark accuracy in basis-set energies for systems of
this size, significantly improving on previous state of the art estimates. © 2011 American Institute of
Physics. [doi:10.1063/1.3624383]

I. INTRODUCTION

One of the outstanding problems of ab initio quantum
chemistry remains the ability to obtain a computationally
tractable yet quantitatively accurate description of the break-
ing of a multiple bond, across an entire reaction coordinate.
Potential energy surfaces of such systems are key to describ-
ing the thermodynamics, kinetics, and chemical dynamics of
reactions, where quantities such as equilibrium and rate con-
stants depend exponentially on their accuracy. In addition,
multiple bond systems exhibit both large dynamical and static
electron correlation, arising from electron-crowding in the
bonding region on the one hand, and the availability of low-
energy electronic configurations on the other. Their interplay
makes them prototypical of “strongly correlated” systems.

A particularly challenging example of this is the dis-
sociation of the carbon dimer,1 where due to its multiple
bond and significant multireference character even at equi-
librium geometries,1, 2 many methods struggle. Experimen-
tally, the C2 molecule has recently been found to play a criti-
cal role in the nucleation and growth of single-walled carbon
nanotubes,3 as well as a key reaction intermediary in the con-
struction of other carbon structures.4 In addition, the molecule
is key to many astrochemical5, 6 and combustion reactions.
Despite this experimental interest, few theoretical methods
are able to describe quantitatively the bond breaking and
forming process in the molecule.7 In this paper, we approach
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the problem with the recently developed full configuration in-
teraction quantum Monte Carlo (FCIQMC) method,8–11 in an
attempt to shed more light on the problem and provide a de-
manding and rigorous testing ground for the theory.

The chief difficulty in the description of this process
lies in the rapidly changing electronic structure effects which
dominate at different bond lengths, and the necessity to treat
the contrasting correlation effects on an equal footing. Com-
pounding this, the carbon dimer features a multitude of low-
lying states which are difficult to separate, including a cross-
ing between states and an avoided crossing between the
ground state (X1�+

g ) and another with the same symmetry.
This avoided crossing requires high levels of theory to treat
accurately,12 and can result in failures of many methods at
a geometry which is critical for accurate vibrational spectra
prediction.

The most robust method to capture the changing elec-
tronic correlation across the stretching bond is the full config-
uration interaction (FCI) method. Here, the wavefunction is
expanded at every geometry as the variationally optimal lin-
ear combination of all Slater determinants which can be con-
structed from the basis set.13–16 However, this method is only
possible for benchmarking within small basis sets,1 due to the
prohibitive factorial scaling of the determinant expansion with
basis set size. Consequently, electronic structure theories that
aim to capture strong electron correlations by affording the
wavefunction the flexibility of the full CI space, have been
largely dominated by attempts to compress the wavefunction
representation. Achieving this is crucial for tractable storage
and manipulation of its information.
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In coupled-cluster theory, a polynomial representation
is found by expressing the wavefunction as cluster ampli-
tudes on a truncated excitation space. Via the exponential
wavefunction ansatz, these amplitudes can implicitly con-
vey a wavefunction weight on all determinants in the FCI
space.17–20 Compactification to low-rank wavefunction rep-
resentations in the FCI space have also been attempted with
reduced density matrix methods satisfying approximate N -
representability conditions,21 as well as tensor factorizations
of the full space.22, 23

Alternatively, the full determinant expansion can be trun-
cated by a priori selection of a configuration subset assumed
to include all chemically significant determinants. This ap-
proach dominates the multireference methods, with complete
active space self-consistent field (CASSCF),24 complete ac-
tive space second-order perturbation theory (CASPT2),25 and
multireference configuration interaction (MRCI) (Ref. 26)
leading the way. Rather than an a priori selection of a config-
uration subset, iterative searching algorithms have also been
developed to search for appropriate subspaces to diagonal-
ize, based on stochastically realised selection criteria,27–29 or
arguments from perturbation theory.30, 31 However, the many
explicit diagonalization steps still limit the size of the spaces
accessible, and like all truncated space methods, the final sub-
space choice may not lead to a balanced chemical description
across a reaction coordinate.

The FCIQMC method contrasts these, where compres-
sion of the wavefunction is achieved by a coarse-graining of
its representation at each snapshot in imaginary-time. This di-
rectly follows from the discretization of the determinant am-
plitudes to a finite number of integer “walkers” residing on
each determinant. The aim of the FCIQMC method has been
to devise suitable stochastic dynamics of these walkers, such
that the long-time averaged walker population on all determi-
nants in the FCI space approaches a value proportional to the
FCI coefficient. This then avoids the need for any explicit di-
agonalization steps, whose expense both in terms of storage
of the eigenvectors and processing cost necessitated the con-
sideration of truncated determinant subspaces, and thus size
inconsistent and approximate energy estimates in the meth-
ods considered previously.

The FCI wavefunctions for all but the most pathological
of systems are composed of low-weighted amplitudes on the
vast majority of determinant space. This feature is reflected in
the FCIQMC representation by the fact that, for the bulk of the
simulation, no walkers will reside on these determinants. The
number of determinants that are instantaneously occupied by
walkers is therefore significantly smaller than the total num-
ber of determinants in the space. Consequently, it is the ability
to sample the space with a discrete walker expansion and aver-
age over time, rather than storing continuous amplitudes over
the whole space (something that rapidly becomes impracti-
cal), that is key to the success of the algorithm. This compres-
sion of the wavefunction is then reflected in the computational
saving in storage and manipulation of the discrete wavefunc-
tion representation at each iteration. It is important to stress
that all (symmetry-related) determinants are nevertheless ac-
cessible to be sampled. This obviates the need to make a se-
lection of a configuration subspace, and low-weighted deter-

minants are not removed from consideration, but rather sam-
pled according to their weight, thus contributing little to the
computational effort. In addition, the removal of the need to
define appropriate subspaces is an important step towards a
“black-box” method.

An additional consideration is that by moving to a
stochastic walker dynamic in the space, rather than the
deterministic methods of traditional quantum chemical meth-
ods, the computationally efficient matrix-vector multiplica-
tions are lost and replaced by a different set of stochastic algo-
rithms, with associated random errors. However, what is lost
in serial processing efficiency of these algorithms is tempered
by the ability to extend greatly the technique to parallel archi-
tecture over distributed memory machines.

When the various quantum chemical methods described
are applied to the C2 system at hand, low-truncation level
coupled-cluster methods will necessarily fail as the multiple
bond is stretched,1 and have serious difficulty at the equilib-
rium geometry if consideration of at least triple excitations is
neglected.32 This is because of the inherent single-reference
nature of the method, where correlation is added to a sin-
gle determinant (generally the Hartree–Fock). This formal-
ism fails to describe qualitatively the strong correlation ef-
fects, especially in the near-dissociated fragments where un-
physical ionic terms in its representation require a multicon-
figurational treatment. Allowing convergence to different or-
bitals for each electron spin results in a more physical dis-
sociation limit for the reference determinant (Unrestricted
Hartree–Fock), although this is often at the expense of ir-
reparable spin-contamination effects.

It is clear that a multireference treatment is required,
which traditionally involves the construction of a CASSCF
wavefunction. This zeroth-order wavefunction generally
gives a good description of the strong correlation effects in
the system. Attempts to then include the required dynamical
correlation generally involve building on such a wavefunction
by considering determinants which are directly connected to
the reference state, at a different level of theory, giving rise
to the MRCI and CASPT2 methods. MRCI calculations are
well suited to the C2 problem having only eight valence elec-
trons, and can attain high-accuracy results in large basis sets.
Where comparison is possible, non-parallelity errors (NPE)
from the FCI binding curve have been found to be approxi-
mately 1 mEh.

It is also possible to systematically improve the MRCI
values and the resulting size consistency error of the trunca-
tion by including higher lying excitations from the reference
state, with inclusion of perturbative triple and quadruple ex-
citation reducing the NPE to only 0.2 mEh.33 In addition, ex-
trapolation techniques12 and composite schemes34 based on
multireference methods, such as MR-ccCA can attain impres-
sive precision and agreement with experimental spectroscopic
parameters, however will always rely on the inherent accu-
racy of the underlying methods. A cheaper alternative to the
MRCI calculations is the CASPT2 technique, but NPE errors
from this approach have been found to be over 6 mEh and in
this system can suffer from intruder state problems.

Although MRCI and CAS-based methods perform well
for C2 where all valence electrons can be treated in the CAS,
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the standard CAS construction can be difficult to choose cor-
rectly and cannot be easily extended for systems of more
than about 12 valence electrons, regardless of basis set size.
This means that a similar level of treatment of say the fluo-
rine dimer is out of reach. To overcome this, multireference
methods which go beyond the CAS construction are required.
One such example is the low-scaling auxiliary-field quantum
Monte Carlo approach. In this, the electronic problem is trans-
formed into a sum over complex auxiliary fields.35 However,
in order to overcome the phase-problem the method gener-
ally relies on the uncontrolled phaseless approximation for
stable convergence in the space.36–39 Other basis-set QMC
approaches attempting to constrain the sign problem by con-
sideration of an overlap with a trial wavefunction have also
been proposed,40 but this approximation removes the ability
for systematic improvement, in a similar way to the “fixed-
node” approximation in real-space diffusion Monte Carlo
techniques.

Alternatively, the recently developed “correlation energy
extrapolation by intrinsic scaling” (CEEIS) (Refs. 41 and 42)
is a scheme which can obtain sub-mEh accuracy for mul-
tireference problems and extend beyond the limitations of the
CAS method. Full potential energy surfaces are now available
in large basis sets giving excellent agreement with experimen-
tal values. However, the number of extrapolations required,
and the specifics of the orbitals and their partitioning render
this far from a black-box tool.

In the FCIQMC method, all determinants and excitation
levels in the determinant space are treated on an equal foot-
ing by stochastic sampling of the space, without requiring any
a priori information about the space or making any uncon-
trolled approximations. It is hoped that these features make it
well suited for the treatment of the multireference C2 prob-
lem, with no partitioning made between the dynamical and
non-dynamical correlation contributions across the binding
curve. In doing this, the aim is to go beyond the benchmarking
role of FCI, to achieve quantitative accuracy superior to that of
MRCI in large basis sets. However, as an inherently stochastic
method this will also require a demonstration of close control
over the random errors associated with each measurement,
since the ability to achieve smooth binding curves cannot rely
on fortuitous error cancellation at each point. This issue, as
well as many others presented in this demanding problem will
be looked at in detail, along with the performance, scaling,
and convergence issues which arise, and comparison to other
methods where possible.

II. FCIQMC METHOD

A brief overview of the FCIQMC method is given here,
with more details provided in previous papers.8–11 Given a
set of 2M orthonormal one-particle orbitals {ψi}, which for
this study are exclusively restricted Hartree–Fock orbitals,43

an explicitly antisymmetric set of N -electron Slater determi-
nants {Di} can be constructed by occupying N of the 2M

spin-orbitals in the set44 with additional symmetry considera-
tions. The molecular Hamiltonian, Ĥ , can then be expressed
in this space using standard rules,45 to give a matrix whose
size grows factorially in both N and M . The lowest eigen-

value obtained by explicit diagonalization of this matrix rep-
resents the FCI energy, which defines the basis-set correlation
energy.

Instead of requiring storage and a subsequent diagonal-
ization of the space, the FCIQMC algorithm approaches the
problem in a stochastic fashion, representing the wavefunc-
tion instantaneously as an ensemble of walkers which reside
on the determinants in the space. These walkers have a sign,
s = ±1. The signed sum of walkers on each determinant is
then proportional to the component of that determinant in the
wavefunction. A walker dynamic was devised such that in the
long-time limit the average distribution of walkers is propor-
tional to the ground state FCI wavefunction in the space. From
the distribution within a subset of determinants, the energy of
the system can be calculated according to the following pro-
jection onto a reference determinant, D0,

E(τ ) = E0 +
∑

j�=0

〈Dj|Ĥ |D0〉 Nj(τ )

N0(τ )
, (1)

where Nj(τ ) is the signed number of walkers on Dj at time
step τ , and N0 is the number on determinant D0.

The determinant D0 is often, but not always, taken to be
the Hartree–Fock (HF) determinant. Owing to the two-body
nature of the Hamiltonian, the connectivity of the determinant
space only scales O[N2M2], resulting in the space of determi-
nants connected to this reference being only a small fraction
of the total space. Due to the sensitivity of this energy estimate
with respect to N0, the random error associated with applica-
tion of the projection within a stochastic dynamic depends
on the degree of overlap between the sampled wavefunction
and the reference determinant. However, it should be stressed
that the choice of reference determinant in no way influences
or changes the dynamics of the walker population, and at con-
vergence, should equal the FCI energy within random error
bars. This reference determinant is purely used in order to ex-
tract a measure of the energy of the system, which should be
independent of the reference chosen. However, the random
error in this estimate can vary with choice of reference, and
so a large overlap is preferred. An additional measure of the
energy, the shift, is described later, and is unaffected by this
choice of reference.

To formulate this dynamic to converge the ensem-
ble to the ground state wavefunction, the imaginary-time
Schrödinger equation can be considered,

∂�

∂τ
= −Ĥ�. (2)

The aim is to perform a long-time integration of this equation
to project out the ground state from the set of all stationary
solutions, {�n; En}, as

�(r, τ ) =
∑

n

cne
−τEn�n(r). (3)

It can be seen that after sufficient imaginary-time (τ ) has
elapsed, the contribution from the ground state dominates.
The decay of the excited state contributions to the energy
takes the form e−τ (En−E0), where E0 is the ground state en-
ergy of the system. Therefore, the carbon dimer with its
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multitude of low-lying excited states should prove a stern test
to the efficacy of this stochastic projector method.

Defining a new matrix, K , as

〈Di|K̂|Dj〉 = Kij = 〈Di|Ĥ |Dj〉 − 〈D0|Ĥ |D0〉δij, (4)

where the Hamiltonian matrix is offset by the energy of the
reference determinant, we can introduce the discrete deter-
minant basis to Eq. (2) to give a set of coupled differential
equations,

−dCi

dτ
= (Kii − S)Ci +

∑

j�=i

KijCj. (5)

S is introduced here as an energy-offset “shift” parameter,
which is subtracted from the diagonal K-matrix elements.

The coefficients in Eq. (5) are then discretized and sim-
ulated according to a simple set of rules. First, each walker
(on say Di) attempts to spawn another walker onto a con-
nected determinant (Dj). The connected determinant is gener-
ated with a calculated probability, Pgen(Dj|Di). The spawning
attempt is then stochastically realized according to a proba-
bility given by

Ps(Dj|Di) = δτ |Kij|
Pgen(Dj|Di)

. (6)

The sign of the spawned particle is the same as the par-
ent if the Kij element is negative, and flips its sign with
respect to its parent otherwise. The second step involves a
death/cloning step for all walkers in the system, with them
dying according to another stochastically realized probability
of Pd (Di) = δτ (Kii − S).

Although these steps propagate the walkers according to
Eq. (5), the degeneracy between the ±� ground states result
in an exponential increase in noise – a manifestation of the
famous “Fermion sign problem.” Explicit annihilation events
between walkers of the opposite sign on the same determi-
nant result in a breaking of this symmetry and a stable con-
vergence to a single sign of the ground state solution. This re-
quired “sign-coherence” between determinants only emerges
once the number of walkers in the ensemble is larger than a
system dependent parameter, denoted by Nc. Once this num-
ber has been exceeded, the exact energy of the system can be
measured with confidence, with its associated random error
decaying as τ− 1

2 .
The simulation is generally initialized with a single

particle placed on the reference determinant. This is then run
with a shift value of zero, facilitating an initial exponential
growth of walkers, before a plateau emerges in the walker
growth profile. This plateau indicates the value of Nc for
the system. Once the walkers are experiencing a second
exponential growth phase after the plateau, indicating that the
sampled wavefunction is proportional to the true ground-state
solution, the shift can be dynamically adjusted to maintain a
constant number of walkers in the ensemble. The value of the
shift that achieves this steady-state distribution is equal to the
correlation energy of the system and can thus be used as a
second, essentially independent and intrinsically “reference-
independent” measure of the energy of the system. It has been
shown that this method can reproduce known FCI energies,

as well as being able to successfully treat systems which
would be far out of reach of traditional FCI approaches.9

A. i-FCIQMC extension

The principal drawback of the FCIQMC method is that
the number of walkers needed to achieve the required criti-
cal sampling can be a sizable proportion of the size of the
space, and furthermore remains a roughly constant fraction
of the space as the basis set increases in size.8, 11 This is be-
cause a sufficient density of walkers needs to be reached so
that annihilation effects are numerous enough to create a bar-
rier between convergence to the two signed solutions to the
problem. If walker numbers below Nc are maintained, the sign
of the determinants is generally ill-defined with respect to the
other determinants in the space. The walkers on these determi-
nants will also spawn “sign-incoherent” progeny, thus prop-
agating and magnifying the noise uncontrollably throughout
the rest of the space. This continues until it dominates the
signal from the remaining sign-coherent determinants. This
“sign-coherence” of the occupied space is thus a prerequisite
for stable energy convergence.

The “initiator” method (i-FCIQMC) attempts to control
the growth of walkers, such that if a new determinant is
added to the list of instantaneously occupied determinants,
we can be confident that the sign assigned to the walker is
consistent with the sign of the full wavefunction in the rest
of the occupied space, i.e., is sign-coherent. To do this, we
constrain spawning of walkers onto unoccupied determinants
(i.e., enlargement of the instantaneous determinant expan-
sion) to only occur from determinants which we deem to be
sign-coherent with the rest of the space. In this way, the propa-
gation of walker noise is minimized and sign-coherence of the
wavefunction is built up systematically throughout the growth
of walker number, rather than simply requiring a large-scale
cooperative effect once the density of walkers has reached a
critical number.

It is important then to be able to find some reasonable
criteria to quickly classify the occupied determinants at any
timestep as suitable for spawning onto unoccupied determi-
nants (“initiator” determinants) or not. This is judged sim-
ply on the number of walkers (necessarily of the same sign)
that currently occupy the determinant. If this number exceeds
a preset value, na , then it is designated an initiator determi-
nant. This ability is also lost if the number drops below na

at a later time, thereby giving rise to a constantly evolving
set of initiator determinants. Only the reference determinant
is always designated an initiator determinant, with all other
initiators dynamically added to the set from the entire space,
as indicated by its weight in the wavefunction. In this way,
the dynamic seeks out the dominant determinants to be con-
sidered in this way, without the need for any a priori judg-
ment on the space. This allows for an unbiased treatment of
the electronic correlation effects towards either a multicon-
figurational or single-reference dominated description of the
wavefunction. It should be stressed that spawning events
between occupied determinants remain unchanged for all
walkers.
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It can be seen that the initiator method reduces to the orig-
inal algorithm in the limit of both large numbers of walkers,
and in decreasing na . In reality, it has been shown that the sys-
tematic error associated with the initiator method is small,10, 11

and rapidly decreases for increasing numbers of total walkers.
FCI-quality values are therefore reached with far fewer walk-
ers than would be required in the full method. When not at
this limit, it is possible to systematically improve the energy
in a quasi-continuous fashion by increasing the number of
walkers.

In this paper, both the full method (FCIQMC) and the ini-
tiator method (i-FCIQMC) will be used to tackle the carbon
dimer problem. Known FCI results from smaller basis sets are
also used to confirm the accuracy of the approaches. Compar-
ison between the initiator and full methods should give confi-
dence in the accuracy of the initiator method, while highlight-
ing the large computational saving afforded by the initiator
extension. This will then be used to tackle the larger basis
sets required for quantitatively accurate results.

III. SYMMETRY CONSIDERATIONS

For reasons which will become evident later, it is worth
digressing slightly to examine some of the symmetries present
in the electronic Hamiltonian which can be exploited, and
the additional considerations this causes within the FCIQMC
methods. It is generally possible to substantially decrease the
space which needs to be considered in electronic structure
calculations by working with basis functions which span ir-
reducible representations of a symmetry group. This allows
the working space of N -electron Slater determinants to be
constrained to the subspace which transforms as a specific ir-
reducible representation, without changing the lowest eigen-
value for that state.

However, in addition to the saving in the size of the space,
by implementation of an efficient algorithm which randomly
generates only the symmetry-allowed connected determinants
at the spawning step, while correctly renormalizing to re-
turn the increased generation probabilities which reflect this,
the time step of the simulation can be increased. This allows
larger periods of imaginary time to be sampled per iteration
and faster convergence to the ground state, while maintaining
the same spawning acceptance ratios and quality of sampling.
The result is that fewer iterations are needed to converge the
energy to a desired accuracy. In this way, a symmetry which
reduces the space by a factor of two, can often achieve a theo-
retical maximum saving of four-fold within the FCIQMC al-
gorithm due to the decrease in connectivity of the space.

The current implementation of the FCIQMC algorithm
considers all abelian point groups, i.e., D2h or subgroups
thereof, as well as Ŝz symmetry. However, for the linear C2

molecule, consideration of the infinite D∞h group was in-
cluded, via conservation of ML in the considered determinant
space.46 In order to achieve this, it was necessary to transform
the orbitals used in the calculation back from solid harmonic
functions to complex spherical harmonics, with a simple
unitary transformation, to ensure that the orbitals are eigen-
functions of the L̂z operator.47 Although these orbitals are
complex, all integrals remain themselves strictly real, and

non-zero matrix elements must conserve angular momentum,
constraining the connectivity and size of the determinant
space.

In addition to this spatial symmetry, it is also possible to
place constraints on the spin of the wavefunction, by work-
ing with pairs of spin-coupled functions which obey time re-
versal symmetry.14, 48 This reduces the size and connectiv-
ity of the space by a factor of two, as well as reducing any
spin-contamination possible in the instantaneous energy es-
timates since the spin-coupled basis functions are closer to
being eigenfunctions of the Ŝ2 operator (this should still be
satisfied exactly in the long-time limit). Indeed, in this space
we can choose to exclude either all even or odd spin states,
thereby doubling the number of excited states which can be
obtained.

This time-reversal symmetry has been applied to all cal-
culations presented in this paper to converge on solely the
singlet states (explicitly excluding all odd spin states), unless
indicated otherwise. The multitude of low-lying triplet states
in the C2 molecule means that this significantly improves con-
vergence to the ground state. It would also be possible to work
in a basis of true Ŝ2 eigenfunctions (configuration state func-
tions), although matrix element evaluation in this space has
associated difficulties which are not present in this space of
spin-coupled functions.

IV. RESULTS AND ANALYSIS OF THE METHOD

A. Comparison to exact results

The FCIQMC methods are initially compared to an ex-
act diagonalization study performed on the frozen-core C2

binding curve by Sherrill et al.,1 as a means to benchmark
the performance of the method in a small basis, and con-
sider the convergence of the wavefunction and random errors
over the reaction coordinate. The basis is the double-zeta
quality 6-31G∗ basis, with cartesian d-functions. The results
are summarized in Fig. 1, showing the full and i-FCIQMC
results, as well as the two lowest-energy singlet FCI states.
It should be noted that within the abelian D2h subgroup of
the true symmetry group, both the X1�+

g and B1�g states are
spanned by the same irreducible representation. Furthermore,
due to the presence of the cartesian d-functions, rather than
their expression in spherical harmonics, it is not simple to ro-
tate the Hartree–Fock orbitals into angular momentum eigen-
functions to separate the states into different symmetries, and
thus the angular momentum conservation method described
above is not possible.

It can be seen in the expanded subplot that although we
expect the convergence to be to the lowest energy state within
the sampled symmetry block at each geometry, at a bond
length of 1.7 and 1.8 Å where the energy difference between
the X1�+

g and B1�g states is less than 4.5 mEh, the wave-
function has converged to the higher lying of the two states.
We will return to this important point later.

On the scale of the binding energy, or even the expanded
scale in Fig. 1, the errorbars on the FCIQMC results are
too small to be seen. To analyze the random errors and any
systematic error, Fig. 2 shows the errors from the FCI
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E
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FIG. 1. C2 binding curve in a 6-31G∗ basis set. The main plot shows the
FCIQMC methods, and the FCI results for both the X1�+

g and B1�g states,
which cross between 1.60 and 1.70 Å. The left inset shows this crossing in
more detail, zooming in on the geometries between 1.60 and 2.00 Å, with
both FCI curves and the i-FCIQMC results.

results for each bond length, including the errors for MRCISD
(Ref. 7) and a reduced density-matrix method with approxi-
mate N -representability conditions.21 Errors from many other
widely used multireference methods, such as CASPT2, would
not be able to be seen on the scale of this plot.7 The root-
mean-squared deviation from FCI is 0.078 and 0.12 mEh for
the full and i-FCIQMC results, respectively. As hoped, this
agrees very well with the mean errorbar for the two meth-
ods, which is 0.089 and 0.19 mEh. With the maximum devia-
tion from FCI across the binding curve being only −0.16 and
−0.23 mEh, and the mean deviation only −0.013 and

FIG. 2. Upper plot shows the errors from the 6-31G∗ basis FCI results for
both FCIQMC methods (see Ref. 1), as well as MRCISD results with a fully
uncontracted 270 388 determinant expansion based on an (8,8) state-averaged
CASSCF reference (see Ref. 7) and a density-matrix method to solve the
anti-Hermitian contracted Schrödinger equation (ACSE) (see Ref. 21). The
vertical line separates comparison to the X1�+

g and B1�g states for shorter
and longer bond lengths, respectively. The lower plot shows the difference
between the full FCIQMC results and the i-FCIQMC results, with the random
errors of the two methods combined in quadrature.

−0.017 mEh, we can be confident that there is no system-
atic error in either sets of results, and that within the random
errorbars we are at FCI accuracy.

The lower plot in Fig. 2 shows the difference between
results obtained using the full FCIQMC and the initiator
method. Here again is another illustration that this difference
is statistically insignificant in these cases, and that any error
due to the initiator method is of an order far smaller than the
error bars. Certainly for the case of the full scheme, we have
no reason to think that continuing the simulation for a longer
period of time would not converge to the FCI result with arbi-
trary accuracy.

The close agreement between the two FCIQMC methods
belies the disparity in computational effort required to achieve
the results. For all results here, the simulation was started with
a single walker at the Hartree–Fock determinant, and the pop-
ulation allowed to grow with an initial shift fixed in the re-
gion of zero to 0.1 Hartree. However, while the initiator re-
sults all allowed their shift to vary and stabilize the walker
growth once the total walker population reached about 2
× 106 walkers, the full scheme required at least enough walk-
ers to overcome the plateau phase of the growth profile before
the energy could be converged in a stable fashion. This plateau
ranged from 9.15 × 106 walkers at the 0.9 Å bond length, to
15.2 × 106 walkers at the stretched 2.8 Å bond length, with
a reasonably linear increase in plateau height across the bond
length.

These numbers of walkers are still below the total size of
the symmetry-allowed space of 52.4 × 106 determinants (or
26.2 × 106 spin-coupled functions), but still represents a siz-
able fraction of the space. Indeed, this sampled fraction rep-
resents some of the largest plateaus for the size of the space,
indicating a comparatively difficult system for the FCIQMC
method compared to many other molecular systems.8 This
difficulty meant that reasonably large amounts of computer
time was required for the full scheme (1000–2000 core hours
compared to 10–50 core hours with the initiator method),
and so the calculations on longer bond lengths, where con-
vergence was slow (see later), were omitted. Despite this, we
believe the convergence of both schemes to the desired values
has been proven.

In Sec. II, two essentially independent measures of the
energy were described, one relying on finding a value of S

which makes the walkers population norm-conserving under
the action of the applied operator 1 − τ (K − IS), and another
which is found from a projection of the walker distribution at
double and single excitations of some reference determinant,
onto this reference determinant (Eq. (1)). Both these methods
have been used successfully to give the same energy at con-
vergence, but there can be significant benefits to using one
method over another. Any determinant with non-zero overlap
on the ground state can be projected onto for a estimate of
the projected energy. However, the energy is sensitively de-
pendent on the relative error in the sampled coefficient at this
reference determinant, which appears in the denominator of
the energy expression. As such, the error bars associated with
the long-time projected energy estimate can vary substantially
between different references. It is thus highly advantageous
to pick a determinant to project onto with a large weight in
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the final wavefunction. Previously, most systems have been
relatively single-configurational and hence known to be dom-
inated in the final wavefunction by the Hartree–Fock determi-
nant, which was the obvious choice to project onto. However,
in the dissociation of C2, it has been shown that many dif-
ferent determinants and indeed pairs of determinants, become
dominant at different bond lengths for each of the different
states.7, 12

Rather than requiring a priori specification of the deter-
minant with the largest expected weight in the final wavefunc-
tion, an adaptive and automatic method to change the refer-
ence state to the highest populated determinant from the sam-
pled wavefunction at any time was implemented. This ensured
that the random error associated with the projected energy
was as small as possible, while maintaining a minimal user
input, and unaffecting any dynamics of the walker ensemble.
In addition, when using the spin-coupled function space (al-
ways possible when the number of electrons is even), we can
project onto a symmetric or antisymmetric linear combination
of two spin-coupled open shell determinants. This results in
a pseudo-multireference energy estimator, with an improved
stochastic error. In states whose spatial symmetry is not fully
symmetric (these are typically excited states), this is particu-
larly useful as all determinants in the expansion of these states
are necessarily open-shell. It is also worth mentioning that
at large bond lengths, where no single determinant (or spin-
coupled function) dominates, the shift parameter S, was found
to have the smallest random errorbars associated with it for a
given evolution of imaginary time, and this energy estimate
was then used. Since S is based on the rate of change of the
total walker number throughout the whole space, it is in this
sense an energy estimator which is truly independent of any
choice of reference.

The only input parameters required for FCIQMC calcu-
lations are an initial shift, which is generally set to zero, and
a time step which is chosen so that the case of multiple walk-
ers spawning from the same attempt is rare. In addition, for
the initiator method, we also need to choose an na parameter,
which governs whether determinants can be deemed an “ini-
tiator” determinant or not. Preliminary tests show that the re-
sults are relatively insensitive to this value, and for all results
in this paper we used a value of three walkers. The paucity
of input parameters, and general insensitivity of the results to
their value, as well as the dynamic adjustment of the reference
function for the projected energy calculation, underlines the
“black-box” nature of the method, primarily requiring only a
set of one-particle orbitals and the integrals between them.

We now return to the question of rate of convergence,
and the anomalous cases of convergence to excited states. One
of the chief difficulties of the C2 system for FCIQMC is the
exceptionally low-lying excited states of the same symmetry
as the ground state. Since FCIQMC is a projector method,
excited states should die away with an exponential rate given
by

〈�|�i〉 = Cie
−τ (Ei−E0), (7)

where Ei − E0 is the energy difference between the ith ex-
cited state and the ground state, τ is imaginary time and Ci is
the projection of the initial walker ensemble onto the ground

FIG. 3. Convergence of the FCIQMC results for a bond length of 2.0 Å. The
upper plot shows the convergence of the two averaged energy estimators, the
projected energy (E) and the shift (S), for both the simulation starting with a
single walker at the HF determinant (S.P.), and from a distribution of walk-
ers according to a CAS(8,9) diagonalization (CAS). Both values are averages
over all iterations since the shift was allowed to vary, in order to empha-
sise the slow convergence. This is the reason that convergence has not been
achieved in all cases by the anticipated 500 a.u. of imaginary time. Instan-
taneous, or averages over later values only converge faster. The horizontal
lines indicate the FCI energies of the X1�+

g and B1�g states, separated by
3.96 mEh. The lower plot shows the convergence of the coefficient of the HF
determinant, normalized over the squared sum of all walkers at each time, for
both starting configurations of walkers.

state. The rate of convergence to the ground state is typically
very rapid, requiring only tens of units of imaginary time in
order to achieve good statistics in the energy. However as ex-
pected, the rate of convergence of the energy slowed as the
bond was broken, which is shown in Fig. 3 for a bond length
of 2.0 Å. At this stage, the very small energy difference be-
tween the 1�+

g and 1�g states implies that over ∼500 a.u.
of imaginary time is required before the ground state energy
can be resolved to 0.1 mEh, under the assumption that the
overlap of the two states with the Hartree–Fock determinant
(the initial state) is equal. Convergence is made more com-
plicated due to the fact that the method is not an exact appli-
cation of the projector, and statistical fluctuations during the
rapid growth of walkers in the early stages of the calculation
can strongly affect convergence rate by changing overlap with
different states.

Starting the simulation with a single walker is a desirable
property since it allows a largely unbiased search of the de-
terminant space, without requiring specialized user input or
assumptions over the form of the wavefunction. However in
these cases of slow convergence, it may help to start with a
larger overlap with the expected final ground state. This will
also reduce overlap with the excited states since they must
be orthogonal to the ground state. Also included in Fig. 3
is the convergence of the energy and HF component in the
wavefunction when half the final number of walkers are ini-
tially started in a distribution proportional to the ground state
wavefunction obtained from a CAS(8,9) diagonalization (an
active space of 8 electrons in 9 orbitals). This is different
from a CASSCF wavefunction since the orbitals remain as the
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canonical HF orbitals and are not rotated. It can be seen that
this improves the rate of convergence but does not solve the
problem. It may be that this distribution is not close enough to
the ground state distribution to change the convergence much,
since the initial HF weight is still far from the final value.

The starkest illustration of convergence issues is indi-
cated by the metastable convergence to the excited 1�+

g state
after it has crossed with the 1�g state, at bond lengths of
1.7 and 1.8 Å. Once the walkers are distributed according to
an excited state with a very small energy gap to the ground
state, it can be difficult to collapse down to the lower energy
state since this is an orthogonal distribution with no overlap
to the ground state. Statistical fluctuations should mean that
convergence is eventually achieved, but this may take a long
time. Subsequent calculations at these geometries with differ-
ent random number strings were found to generally converge,
untroubled, to the ground state, illustrating the variation in
the random growth of the walker distribution. However, the
anomalous convergence to the excited state was included to
highlight this potential convergence issue. This situation was
also alleviated by CAS initialization of the walker distribu-
tion, where larger initial numbers of walkers, and greater
overlap with the ground state meant that no convergence to
the excited state was observed.

Rather than making any further investigation into the ef-
fect of these low-lying states on walker convergence, sub-
sequent calculations on this C2 system in larger basis sets
will rely on the construction of a space which consists of
L̂z eigenfunctions. This allows stable convergence to either
state (X1�+

g or B1�g) to recover the diabatic potential en-
ergy curves of the two states. This highlights the importance
of symmetry in FCIQMC to decrease not only the size and
connectivity of the space, but also the rate of convergence,
and ability to distinguish between states. We will now turn
our attention to the Dunning correlation-consistent double-
zeta basis,49 cc-pVDZ, with spherical harmonic functions, to
test the ability to use the cylindrical symmetry of the system
to select the X1�+

g state in isolation.

B. A cc-pVDZ basis

The results from the cc-pVDZ dissociation of the X1�+
g

state are given in Fig. 4 and Table I. Both the full and
i-FCIQMC methods agree with each other, within modest
mean random errors of 0.06 mEh and 0.10 mEh respectively.
Due to the explicit inclusion of angular momentum symmetry
discussed earlier, there is no longer any discontinuity in the
curve as was seen for the 6-31G∗ basis, as the B1�g state,
along with all other states which are not of � momentum, are
excluded from the space. This resulted in the expected alle-
viation of the slow convergence rate issue seen previously at
stretched geometries.

Both the 6-31G∗ and cc-pVDZ basis sets have 3s, 2p,
1d basis functions for each carbon atom, consistent with a
double-zeta principal expansion, however, the fact that the
d-function is left in a cartesian basis in the 6-31G∗ set means
that effectively it contains another s-type orbital on each car-
bon atom. It is possible to tell which basis set better spans

FIG. 4. The upper plot shows the binding curve of the X1�+
g state of

C2 in a cc-pVDZ basis for both the FCIQMC and i-FCIQMC methods.
This curve is without the discontinuity seen in the 6-31G∗ case due to
the inclusion of explicit angular momentum symmetry and selection of the
X1�+

g diabatic curve. Included are CCSD(T) and contracted MRCI (full
valence state-averaged CASSCF(8,8) reference) calculations from MOLPRO

(see Refs. 26 and 50). Discrepancies and errorbars of the two FCIQMC meth-
ods are significantly smaller than can be seen on the scale of the binding
energy. To accurately assess these, the difference between the FCIQMC and
i-FCIQMC results are given in the middle plot, along with the two errors
combined in quadrature. No consistent systematic difference can be found
between the energies given by the two methods, however the random errors
are seen to increase as the bond is stretched. This is a consequence of the
fact that the weight of the reference determinant is decreasing as the bond
is stretched, and leading to a larger relative error in the projected energy. Of
course, this error could still be systematically reduced by increased simula-
tion lengths, but all calculations were run for approximately the same amount
of time. Once the shift is used as an energy estimate, the random error seems
to no longer increase with a more multireference electronic character. The
bottom plot shows the error in MRCI and CCSD(T) for this state, by looking
at the difference to the FCIQMC results. Since CCSD(T) is a single-reference
method, while it still gives good energies at equilibrium geometries, it nec-
essarily diverges as the bond is stretched where a multireference treatment is
required as shown.

the space of the true ground state wavefunction, which due to
the strict variationality of the FCI and FCIQMC methods can
be simply measured by which is lower in energy. From bond
lengths larger than 1.15 Å, the cc-pVDZ results are lower in
energy, despite the smaller orbital basis, by an amount ap-
proaching ∼15 mEh in the dissociation limit. Qualitative dif-
ferences include a significant overbinding of the 6-31G∗ curve
compared to the cc-pVDZ one.

Despite the smaller overlap with the true ground state,
the larger orbital space of the 6-31G∗ basis is reflected in a
larger space of N -electron Slater determinants – a difference
which is magnified by the inclusion of the angular momentum
symmetry, which reduces the total symmetry-allowed deter-
minant space in the cc-pVDZ basis by close to a factor of two.
As higher angular momentum functions are included in the
orbital basis, and as higher angular momentum states are con-
sidered, this saving increases substantially. This can be seen
in the fact that the space reduction for cc-pVQZ basis from
using momentum and time-reversal symmetry is more than a
factor of six, even for the 1�+

g state. These changes in the size
of the determinant space are reflected in the plateau heights
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TABLE I. FCIQMC results for the dissociation of the X1�+
g state in a

cc-pVDZ basis. At bond lengths of 2.2 Å and longer, the energies were deter-
mined from the averaged value of the shift parameter due to the absence of a
significantly weighted determinant to project onto. At shorter bond lengths,
the projected energy was used and the reference determinant was dynami-
cally chosen from the largest weighted spin-coupled function since this was
often not the Hartree–Fock determinant.

R/Å FCIQMC/Eh Error/mEh i-FCIQMC Error/mEh

0.90 −75.30029 0.03 −75.30032 0.04
1.00 −75.54834 0.03 −75.54841 0.09
1.05 −75.62198 0.02 −75.62198 0.07
1.10 −75.67192 0.03 −75.67190 0.02
1.15 −75.70362 0.05 −75.70368 0.05
1.20 −75.72169 0.06 −75.72161 0.09
1.25 −75.72908 0.05 −75.72897 0.07
1.30 −75.72896 0.04 −75.72901 0.05
1.40 −75.71330 0.06 −75.71341 0.06
1.50 −75.68730 0.09 −75.68729 0.025
1.60 −75.65896 0.07 −75.65892 0.06
1.70 −75.63494 0.07 −75.63499 0.05
1.80 −75.61517 0.03 −75.6150 0.15
1.90 −75.59769 0.15 −75.5978 0.2
2.00 −75.58233 0.1 −75.5822 0.2
2.20 −75.55817 0.07 −75.5583 0.3
2.40 −75.54245 0.07 −75.5423 0.1
2.60 −75.53275 0.1 −75.5330 0.2
2.80 −75.52799 0.06 −75.5279 0.1

in the full scheme, with only ∼4.2 × 106 walkers required
for convergence in the cc-pVDZ basis at equilibrium geome-
tries (compared to ∼11.5 × 106 with the 6-31G∗ basis), with
again a close to linear increase in plateau height as the bond
is stretched. About half this number of walkers was used for
the i-FCIQMC results with no systematic error.

C. Further enlargement of the one-electron basis

As it has been pointed out in previous papers,8, 11 the scal-
ing of the FCIQMC plateau height with increasing basis set
size is roughly linear with the size of the Slater determinant
space. The result of this is that moving to a cc-pVTZ basis
increases the plateau height to over 7 × 109 walkers (before
angular momentum restrictions on the space). Although the
parallelism of the method allows us to access walker numbers
of this size, these would be expensive calculations. Instead,
we will consider the i-FCIQMC method in isolation, without
the reassurance of the exact result for comparison.

It was outlined previously10 that the additional initiator
rules to the algorithm are designed to select sign-coherent
events preferentially, so that sign-coherence can be built into
the determinant expansion as it grows. This scheme then re-
verts to the exact algorithm in the limit of an infinite number
of particles. However, this theoretical limit is unattainable and
so it is necessary to examine carefully any residual systematic
deviation from the total basis set correlation energy due to the
finite number of particles, which was neglected in the smaller
basis sets since comparison to the full scheme was possible.

As mentioned in the Introduction, it is likely that the
most accurate basis set energy for comparison comes from

FIG. 5. Convergence of the i-FCIQMC correlation energy for the equilib-
rium X1�+

g state in a cc-pVTZ basis as the number of walkers is increased.
The Hartree–Fock energy is −75.4014464 Eh. Included for comparison is
the CEEIS value (see Ref. 41). The convergence has been fit to an expo-
nential, with the large walker limit giving a basis set correlation energy of
−383.49 mEh. Inset shows the convergence to this limit on a log scale plot.

the CEEIS method of Bytautas and Ruedenberg.42 At the ex-
perimental equilibrium bond length of 1.24244 Å (Ref. 51)
in a cc-pVTZ basis set, Fig. 5 shows the convergence of the
i-FCIQMC results to the basis set correlation energy as the
number of walkers sampling the system increases, including
the CEEIS value for comparison.41, 57 The convergence of the
i-FCIQMC correlation energy is rapid and settles down to
a constant value within errorbars of ∼0.1 mEh using only
2 × 106 walkers (for comparison, the size of symmetry-
allowed space is 4.74 × 109 functions).

The convergence of the energy is fit well to an exponen-
tial as shown in Fig. 5, but the fact that the systematic error is
so small even for relatively few walkers, combined with the
inherently stochastic nature of the results means that the data
shown is insufficient to prove conclusively the formal scaling
of the initiator error with respect to walker number. The data
could also be reasonably fit to polynomial forms rather than
exponential, such is the difficulty with fitting to small, sta-
tistically noisy data sets. Unsurprisingly, reducing the num-
ber of walkers ever further eventually leads to a breakdown
in the smooth convergence of the energy to the FCI limit, as
the number is now insufficient to even qualitatively describe
the ground state wavefunction. In addition, in this regime the
results are unable to be reproduced as random number seeds
are changed, since different metastable states are found which
bear little resemblance to any true eigenfunction of the sys-
tem. Even though a formal scaling is not able to be fully
elucidated here, this system, as well as others that have been
studied, could indicate a rapid exponential-type convergence
to the FCI solution. The converged equilibrium cc-pVTZ re-
sults give a basis-set correlation energy of 383.49 ± 0.02 mEh,
which agrees with the CEEIS value to well within the error-
bars of both methods.

In Fig. 6 and Table II are the results for the full binding
curve of the frozen-core X1�+

g state at the cc-pVTZ level.
Approximately 6.3 × 106 walkers were used the sample the
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FIG. 6. The upper plot shows the binding curve of the X1�+
g state of C2 in

a cc-pVTZ basis. Included are CCSD(T) and contracted MRCI (full valence
state-averaged CASSCF(8,8) reference) results from MOLPRO (Refs. 26 and
52). Errorbars of the FCIQMC results are significantly smaller than can be
seen on the scale of the binding energy. The lower plot shows the deviation
of the CCSD(T) and MRCI calculations from the FCIQMC result at each
geometry. Beyond a bond length of 2.4 Å, the CCSD(T) results diverge.

space for each geometry, which when compared to the con-
vergence of the energy with number of walkers in Fig. 5
gives confidence that the values obtained are at the FCI limit
within statistical errors. It was found that in the full FCIQMC
scheme, the plateau height increases reasonably slowly as the
bond is stretched and the multireference character grows (Nc

increases at most a factor of two). Therefore, we anticipate
that 6.3 × 106 walkers should suffice for FCI accuracy at all
bond lengths.

However, to check this we can exploit the expected size
consistency property of the FCI energy, by comparing the
i-FCIQMC value for the highly dissociated dimer to twice
the energy of the carbon atom, which can be sampled without
systematic error using the full FCIQMC method. If no sys-
tematic error is found for i-FCIQMC in this highly multiref-
erence dissociated limit with 6.3 × 106 walkers, then we can
be very confident that there is no systematic error across the
entire binding curve, having established the accuracy at both
equilibrium and highly stretched geometries where the diffi-
culties in the electronic structure are most contrasted. To cal-
culate the energy of the dissociated dimer accurately, it was
necessary to use the shift parameter due to the highly mul-
tireference nature of the calculation. The difference between
the energies of the i-FCIQMC dissociated dimer calculation
(taken to be 6.21265 Å, or five times the experimental equilib-
rium bond length) and the open-shell atomic calculation was
found to be 0.082 ± 0.1 mEh – statistically zero. This gives
us further confidence that all points on the binding curve are
accurate and converged with respect to number of walkers.

The same procedure was followed for the cc-pVQZ ba-
sis, with the equilibrium convergence of the correlation en-
ergy given in Fig. 7. Again, a rapid exponential-type con-
vergence is found, and averaging the converged results (from
10 × 106 walkers) gives a total basis set energy of −75.80251
± 8×10−5 Eh. Included in the plot is the CEEIS result,41

which is 0.3 mEh lower than our FCIQMC estimate, which

TABLE II. FCIQMC results for the dissociation of the X1�+
g state in a

cc-pVTZ basis. All calculations on the dimer were performed with
i-FCIQMC using ∼6.3 × 106 walkers, whereas the frozen-core atomic calcu-
lation used the full scheme in a ROHF basis. As before, bond lengths greater
than 2.0 Å used the shift as an energy estimator, where before they used the
projected energy, using the largest weighted spin-coupled function as a refer-
ence. The dissociated limit was taken to be 5 × Re = 6.212650 Å.

R/Å FCIQMC/Eh Error/mEh

0.90 −75.4071 0.1
1.00 −75.6319 0.2
1.05 −75.6968 0.3
1.10 −75.7405 0.1
1.15 −75.76706 0.09
1.20 −75.7807 0.1
1.24253 −75.78493 0.02
1.25 −75.78512 0.08
1.30 −75.7824 0.1
1.35 −75.77459 0.09
1.40 −75.7638 0.1
1.50 −75.7364 0.1
1.60 −75.7085 0.1
1.70 −75.6857 0.3
1.80 −75.6645 0.2
1.90 −75.6467 0.3
2.00 −75.6313 0.2
2.20 −75.6047 0.2
2.40 −75.5866 0.2
2.60 −75.5757 0.2
2.80 −75.5696 0.2
5×Re −75.56230 0.1
Atom −37.781189 0.007

can be accounted for by the magnitude of the errorbars on the
CEEIS result and its non-variationality. From the convergence
shown, we are confident that this FCIQMC correlation energy
is superior in accuracy to the CEEIS value, and represents a
new benchmark in knowledge of the FCI limit for this system,
with errorbars of less than 0.1 mEh. In addition, the FCIQMC
result is far easier to reproduce in a black-box fashion, with
this value obtained with less than 20 × 106 walkers – few
enough to fit comfortably in the memory on a standard work-
station. In this cc-pVQZ basis set, the largest walker calcula-
tion in Fig. 7 (30 × 106 walkers) required ∼6000 CPU hours
to achieve ∼0.2 mEh errorbars, although certain stretched ge-
ometries in the full binding curve required more than this due
to slower convergence.

With the convergence of the method established, we
mapped out the binding curve at the cc-pVQZ level, shown
in Fig. 8 and Table III, with the same accuracy as for the
equilibrium geometry. Approximately 30 × 106 walkers were
used for each geometry. Once again, a size consistency check
was performed to ensure that no systematic error in the
calculations emerge in the highly dissociated limit, by com-
paring to a FCIQMC atomic calculation. The difference be-
tween the dissociated dimer and twice the atomic energy is
calculated to be 0.12 ± 0.2 mEh, again confirming that the
FCI limit is reached across the entire binding curve.

Included in the figures for each of the binding curves
are the deviations from the FCIQMC results for CCSD(T)
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FIG. 7. Convergence of the i-FCIQMC correlation energy for the equilib-
rium X1�+

g state in a cc-pVQZ basis as the number of walkers is increased.
The Hartree–Fock energy is −75.405765 Eh. Included for comparison is the
CEEIS value (see Ref. 41) and associated errorbar, whose extent is given by
the dotted lines. The convergence has been fit to an exponential, with the
large walker limit giving a basis set correlation energy of −396.701 mEh.
Inset shows the convergence to this limit on a log scale plot. A more reliable
estimate for the FCI limit can be obtained by averaging only the converged
results (from 10 × 106 walkers), to give a basis set correlation energy of
−396.75 ± 0.08 mEh.

and contracted MRCI with full valence state-averaged
CASSCF(8,8) reference wavefunctions. Because of our con-
fidence in the accuracy of the FCIQMC results in these basis
sets, we can use them to benchmark the MRCI values for this
system. Across the binding curve, the non-parallelity errors
are 2.3 ± 0.08, 3.8 ± 0.4, and 3.4 ± 0.4 mEh for the double,
triple, and quadruple-zeta basis sets, respectively. Due to the
fact that the auxiliary-field QMC values presented in Ref. 39
include core-correlation, we cannot compare directly to these
results.

FIG. 8. The upper plot shows the binding curve of the X1�+
g state of C2 in

a cc-pVQZ basis. Included are CCSD(T) and contracted MRCI (full valence
state-averaged CASSCF(8,8) reference) results from MOLPRO (see Refs. 26
and 50). Errorbars of the FCIQMC results are significantly smaller than can
be seen on the scale of the binding energy. The lower plot shows the deviation
of the CCSD(T) and MRCI calculations from the FCIQMC result at each
geometry.

TABLE III. FCIQMC results for the dissociation of the X1�+
g state in a cc-

pVQZ basis. All calculations on the dimer were performed with i-FCIQMC
using ∼30 × 106 walkers, whereas the frozen-core atomic calculation used
the full scheme in a ROHF basis. As before, bond lengths greater than
2.0 Å use the shift as an energy estimator, whereas smaller bond lengths
use the projected energy, with the largest weighted spin-coupled function as
a reference. The dissociated limit was taken to be 5 × Re = 6.212650 Å.

R/Å FCIQMC/Eh Error/mEh

0.90 −75.4360 0.3
1.00 −75.6547 0.3
1.10 −75.7614 0.2
1.20 −75.7987 0.2
1.24253 −75.80251 0.08
1.30 −75.7993 0.2
1.40 −75.7798 0.1
1.60 −75.7243 0.2
1.80 −75.6805 0.2
2.00 −75.6454 0.2
2.20 −75.6185 0.2
2.40 −75.5998 0.2
2.60 −75.5881 0.2
2.80 −75.5798 0.3
5×Re −75.5738 0.2
Atom −37.786970 0.008

D. Excited states

The time-reversal and angular momentum symmetries
described in Sec. III give us the ability to pick between two
point group symmetry labels, odd and even spin, and any
angular momentum state. This allows for considerable ex-
ploration of the rich and chemically significant excited state
structure of the C2 system.53–55 Although we aim in the future
to map out potential energy surfaces for these excited states,
here we will demonstrate the ability to use these symmetries
to calculate vertical excitation energies. These are difficult to
measure with accuracy in this system given their proximity to
the ground state, and the large relative error which can result.

Using the momentum symmetry to constrain the space
to only span spin-coupled determinants satisfying 1�g sym-
metry, reduces the size of the cc-pVQZ space compared
to the 1�+

g space from 6.05 × 1011 to 5.536 × 1011 func-
tions. Again, 30 × 106 walkers were used to calculate the
B1�g energy at the X1�+

g experimental equilibrium bond

length of 1.24253 Å to obtain an energy of −75.72422 ± 5.5
× 10−5 Eh. This gives a vertical excitation energy of 78.29
± 0.1 mEh. It will be a source of further investigation as to
the effect on this value of the remaining basis set incomplete-
ness error.

A greater challenge is that of the a3	u state, which ex-
perimentally is only 3.26 mEh above the ground state.54 This
difference is so small that the first experimental data gave
this as the ground state, rather than the 1�+

g one.56 Within the
FCIQMC method, there are two disjoint spaces which could
be sampled, since in the absence of fields the Ms = 0, S = 1
and Ms = 1, S = 1 states are degenerate. However, in a
determinant space the Ms = 0 state would in general not
be accessible, since the FCIQMC method would instead
converge to the lower singlet state as the determinants do not
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conserve S. However, this is possible with the spin-coupled
determinant space described earlier which would exclude all
even S states. In addition, this Ms = 0 space is now approxi-
mately half the size of the Ms = 1 state (5.9 ×1011 compared
to 9.4 × 1011 functions). Using this symmetry, the two states
were calculated and confirmed to be degenerate, giving an
energy of −75.79314 ± 6 × 10−5 Eh. This gives a vertical
excitation energy (again from the experimental X1�g bond
length) of 9.37 ± 0.1 mEh. Comparison with experiment will
require additional considerations, both in interpretation of
experimental spectra (vertical versus non-vertical transitions),
and in consideration of neglected contributions to the energy
in the theory, which although small, will be significant when
calculating such small energy differences. However, this
still demonstrates the ability to calculate these excited states
accurately, which we hope to exploit in the future to map this
interesting excited electronic structure.

E. Scaling

Finally, it is worth trying to estimate some scaling of the
i-FCIQMC method for the system as the basis set is increased.
In a previous publication,11 the scaling of the i-FCIQMC
method for the first row atoms and anions by a wavefunction
normalization requirement was empirically found to be a low
polynomial power of the size of the Hilbert space (Nα

FCI ).
This indicated that although the scaling is still exponential
with respect to the number of electrons or basis functions in
the system, both the prefactor and the exponent of the scaling
are substantially reduced compared to iterative diagonaliza-
tion based methods. Assuming an exponential scaling of the
method, we can estimate here the observed exponent from the
required number of walkers to converge the equilibrium cal-
culations in the various basis sets. By using the fitted analyti-
cal convergence functions for the cc-pVTZ and cc-pVQZ ba-
sis sets, we can calculate the expected number of walkers re-
quired to converge the energy in each basis set to within 0.01
mEh (VTZ: 1.575 × 106, VQZ: 8.213 × 106 walkers). This
can be compared to the increase in (symmetry-allowed) func-
tions in the FCI space (VTZ: 4.74 × 109, VQZ: 6.05 × 1011),
indicating a scaling roughly proportional to N0.34

FCI where NFCI

is the size of the FCI space. Computationally, the cost of a
calculation is proportional to the number of walkers in the
system, and so this scaling holds for both number of walkers
and computational effort.

It is worth making clear that this small exponent works
against us when considering the computational saving af-
forded by inclusion of various symmetries. The reduction in
the size of the Hilbert space is a factor of two when moving
from determinants to the spin-coupled functions. However,
the saving in number of walkers is only a factor of 2α with the
i-FCIQMC method, which for the C2 system we have seen to
be only about a 21% saving in walkers and slightly less for
the computational effort given the small overhead for deal-
ing with these additional symmetries. However, for the full
scheme where α = 1, the savings in size of the space is di-
rectly reflected in the number of walkers. The main advantage
of these symmetries to the i-FCIQMC method is thus the re-

duction in connectivity of the space, and subsequent increase
in the time step, as well as the avoidance of many convergence
issues and ability to obtain excited states.

The exponent of 0.34 is roughly twice the one calcu-
lated for the atomic and anionic systems,11 however, this
is not surprising given the increased complexity of the cor-
relation problem posed here. In addition, the criteria used
to estimate convergence with respect to number of walkers
differs between the two studies, and so reasonable discrep-
ancy between the estimates is likely. Many more systems
and basis sets are going to have to be considered before
an empirical understanding emerges as to the scaling of the
i-FCIQMC method and its variation across different systems.
However, what is clear is that these small exponents allow
for a significantly increased scope in the number of problems
which can be treated to an unprecedented accuracy, allow-
ing in the case presented here, a Hamiltonian spanning over
6 × 1011 functions (although twice this number of Slater de-
terminants) to be accurately sampled with only O[107] dis-
crete walkers with modest computational resources. We are
certainly still far from the computational limit to the total
number of walkers which can be feasibly used. Furthermore,
these small exponents indicate that the disparity between the
sizes of the spaces which can be sampled and the number
of walkers needed, will only increase as the systems become
larger.

V. CONCLUSIONS

In this paper we consider the electron correlation prob-
lem in the carbon dimer, a strongly correlated molecular sys-
tem well suited to the recently introduced FCIQMC method.
This method has been shown to treat the entire space of
N -electron determinants on an equal footing to provide a bal-
anced description across the dissociation of the molecule. It
samples a highly compact instantaneous wavefunction rep-
resentation which is accurate to the FCI limit over a long-
time average, even though the spaces are highly undersam-
pled. We have focused in this paper on the solution to the
electronic Hamiltonian in commonly used one-particle basis
sets, without attempting to quantify residual basis set superpo-
sition and incompleteness errors, as well as other effects such
as the breakdown of the Born–Oppenheimer approximation
around the avoided crossing and core correlation considera-
tions. As such, we are not attempting to compare to experi-
mental spectroscopic parameters, but indicate the efficiency
of the FCIQMC method in capturing the challenging elec-
tronic correlation effects to unprecedented accuracy within
these basis sets.

The difficulties presented in this system have allowed
for a detailed exposition of various convergence issues
present in the FCIQMC methodology. First, the potential slow
convergence of the energy with respect to number of MC
iterations is highlighted in cases of extremely low-lying
excited states which are not symmetry separated. Initial start-
ing conditions are looked at as a way to alleviate this prob-
lem with reasonable success. However, this problem is fully
resolved in this case by the introduction of two symme-
tries beyond the standard abelian spatial and spin-polarization
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symmetries. First, a time-reversal symmetry which acts on
the spins of the electrons is introduced as a way to halve
the size of the determinant space, isolate odd or even spin
states, and reduce spin-contamination in the instantaneous
wavefunction. Additionally, z-axis angular momentum eigen-
states are constructed to separate the individual momentum
states present. These symmetries can reduce the size of the
allowed space significantly, but as a consequence of reduc-
ing the connectivity of the space also has implications for
the time step of the FCIQMC calculation and thus further
savings.

Using the 6-31G∗ basis set, we compare both the full and
i-FCIQMC schemes to a previous exact diagonalization study
to show the lack of any systematic error in our values. The
full scheme is also used in a cc-pVDZ basis and compared to
the initiator results. The basis sets are enlarged to triple and
quadruple-zeta quality, and extensive comparisons are made
with CCSD(T), MRCI, and CEEIS methods. A single-point
CEEIS value previously represented the most accurate cal-
culation of the carbon dimer in a quadruple-zeta basis, with
i-FCIQMC now providing an improved benchmark with ap-
proximately four times more accuracy. In addition, the entire
ground state potential energy curve was mapped out, along
with two single-point calculations on excited states to illus-
trate the ability to calculate these separately with the symme-
tries now imposed.

As the basis sets are enlarged, we find multiple ways
to confirm the accuracy of the i-FCIQMC results, in the
absence of “exact” results for comparison. These rigorous
tests on the accuracy of the approximation in the initiator
method are based on the decay of the systematic error with
respect to number of walkers, and size-consistency arguments
at the dissociation limit. These studies indicate a rapid con-
vergence of the i-FCIQMC results to the FCI limit with re-
spect to number of walkers, which can be fit well to an ex-
ponential, although this formal scaling is not conclusively
proved.

We also consider the scaling of the i-FCIQMC method
with respect to basis set size, by considering the number of
walkers required for a given accuracy to the FCI limit as
the basis set increases from triple to quadruple-zeta qual-
ity. Fitting this to the expected power-law form with the
size of the sampled N -electron space, results in a scal-
ing of ∼N0.34

FCI . Although this scaling is still exponential
with the size of the one-particle basis, this low exponent
(and prefactor) allows the “exact” basis-set correlation en-
ergy to be obtained in large cc-pVQZ basis sets with only
O[107] walkers sampling the system. Since this system rep-
resents an archetypal strongly correlated molecular system,
these results bode well for the successful treatment of other
strongly correlated molecular systems with the FCIQMC
method.
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